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Eicaywyn - Map Reduce

 MapReduce
— TTPOYPAUMATIOTIKO MOVTEAO
— ETTECEPYATia HEYAAWY OUVOAWYV dedopévwy (large
datasets)
— 0edopuéva o€ auaTolxieg (clusters) Trou armroteAouvral
atro XINAOEC KOMBOUGC
— TTaPAAANAN AciToupyia

* [larevrapiouevo [2004] amro tnv Google.




YAotroinoeig Tou Map Reduce

 Google Map Reduce
— XpnolJoTtrolgital atrokAEIoTIKA atrd Tnv Google
— Agv UTTAPXOUV TTOAAEGC AETTTOMEPEIEC TNG UAOTTOINONC,
UAAAov o€ C++

« To Hadoop €ival n open-source uAoTtroinon Tou

MapReduce. o7

— YAotroinon o€ Java C'E—'J ,E—']

— H uAoTroinon auTr) BacioTnke KUpiwg og dUo apbpa
TTou dnuoaisuoay o1 EUTTVEUOTEG Tou MapReduce kai

TTEPIEYPAPAV TO MOVTEAO.

— Anpioupyia Tn¢ Apache Foundation pe OIKOVOUIKN
BonBeia kupiwg atro Tnv Yahoo!




Eicaywyn - Hadoop

« To Hadoop emTPETTEI TNV ETTECEPYATIA KAl
avaAuaon TEPAOTIOU OYKOU OEOOUEVWV O€ KAIJaKa
Petabyte (1 PB = 1024 TB).

« O oKOTTOC TNC avaAuonc €ival n e€opucn
XPNOIUWV TTANPOPOPIWYV KAl TATEWV.

« MeyaAutepo Hadoop cluster kateExel n Yahoo pe
4500 koupor (nodes) 2 4 popEC HEYAAUTEPO ATTO
10 Facebook Hadoop cluster.

« EKTOC amrd Tnv Yahoo!, xpnoipyoTtrolcital Kal atro

aAAouc opyaviopoucg oTTwc Linkedln, Facebook,
eBay, AOL, Amazon, K.q.

List of companies powered by Apache Hadoop:
https://cwiki.apache.org/confluence/display/HADOOP2/PoweredBy



https://cwiki.apache.org/confluence/display/HADOOP2/PoweredBy

Eicaywyn - Hadoop

« Tumko Hadoop Cluster

Aggregation switch

<—>» 8 gigabit
] <—» 1 gigabit
Rack switch
Node Node
-_-' -_-..
iksJ iksJ

« 40 kopPoli/rack, 1000-4000 koupol/cluster

* 1 Gbps bandwidth in rack, 8 Gbps out of rack
* Node specs .
8-16 cores, 16-32 GB RAM, 4-8 X 1 TB disks




Eicaywyn - Hadoop

« To Hadoop Project atroteAcital ammo 4 modules:

— AtroOnkeuon d0edouEVWY (Storage)

KaTaveunuéEvo auotnua apxeiwv Hadoop Distributed File
System (HDFS)

— [MapAaAAnAn Etre€epyaoia peyaAwv dedopEvwy
(processing)
[MpoypaupaTioTIKO HovTéEAO Map-Reduce
— XPOVOTTPOYPOAUMATIONOC Epyaciwy Kal Alaxeipion
TopwvV (job scheduling and resource management)
Hadoop YARN

— Common utilities yia utrootripicn Twv aAAwv modules
Hadoop Common



Eicaywyn - Hadoop

* [lepioooTepec INANpoYopiEC:
— Apache Hadoop Documentation
— HDES Users Guide
— HDES Architecture
— HDES Default Configuration



http://hadoop.apache.org/docs/current/
http://hadoop.apache.org/docs/current/hadoop-project-dist/hadoop-hdfs/HdfsUserGuide.html
http://hadoop.apache.org/docs/current/hadoop-project-dist/hadoop-hdfs/HdfsDesign.html
https://hadoop.apache.org/docs/current/hadoop-project-dist/hadoop-hdfs/hdfs-default.xml

HDFS

« To Hadoop BacileTal o€ Eva KATAVEUNUEVO
ouoTnua apxeiwv To Hadoop Distributed File
System (HDFS)

— Eumrveuopévo ammo 1o Google File System (GFS) 10
OTTOIO €ivVal PUOIKA TTATEVTAPIOUEVO.

* 2XEOIOOUEVO VIO TNV ATTOONKEUON PEYAAOU OYKOU
OEQOMEVWV.

« To HDFS €xel data block size ouvBwc¢ 64 n
128MB. Ta filesystems NTFS (Microsoft) kail ext4
(Linux) £€xouv ouvnbwcg uovo 4 KB.

— MiIkp& apxeia (ME Size onUAVTIKA JIKPOTEPO aTTO 64MB)
atroTeAOUV peyalo TTpoBAnua yia To HDFS TT0oU €ivail
oXeOIAOUEVO va dlaxelpideTal TEPAOTIO APXEIA ATTOOOTIKA



https://blog.cloudera.com/blog/2009/02/the-small-files-problem/

HDFS

 To HDFS mrapéExel aglommioTia yEow avTiypaeng
TWV OEOOUEVWYV O€ TTEPIOCOTEPOUC ATTO 1
KOuPBouc/uttoAoyioTeEC (nodes).

* Otav £vag kouocg d¢ev gival diabsaipog, Ta
OedOMEVA UTTOPOUV VA avakTnBouv atrd aAAoug
KOMPBouc (OI10TI UTTAPYXOUV avTiypaga).

* TO XOpaKTNPEIOTIKO auTO ovopadetal replication.

— default replication factor in HDFS is 3
one original block and two replicas
can be set in hdfs-site.xml



HDFS

* O kevtpikoc node (master node) oto HDFS €xel 10
pOAo Tou NameNode.

O NameNode diarnpei d1APOPEC PETA-
TTANpoPopiec (metadata) yia To cUCTNUA APXEIWV
OTTWG TOV TTivaka (index) TTou TTepIypaPel TToU
BpiOKETAI TO KAOE APXEIO N KOUUATI ApXEiOU
(chunk), dnA. o€ 11010 node Kal puBuilel TNV
TTPOCBaoN TwV XPNOTWV OTA ApPXEid.

* Ta uttoAoitta nodes £€xouv ToVv POAO TOU
DataNode dnA. atroBnkevouv Ta dedouEVA Kal
EKTEAOUV TTPACEIC O€ auTa (create, delete data
block) Emreita atro odnyie¢c Tou NameNode.



HDFS: NameNode/DataNode
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/foo/data0, replication:2, {1, 4}
/foo/datal, replication:2, {2, 3}
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Each Datanode frequently sends a heartbeat and block report (list of available
blocks) to the Namenode. If a Datanode does not send a heartbeat before
dfs.namenode.stale.datanode.interval is reached, the Datanode is marked dead.




HDFS

* AANnAemmidpoupe ye o HDFS peow shell-like
commands Tn¢ yopenc hadoop fs <args>

* [lapadeiypara (ekTEAEON a1TO UNIX terminal)
— hadoop fs -1s /

[Mapouciaon trepiexouévou pilikou gakéAou (/) y€oa OTo
HDFS.

— hadoop fs -copyFromLocal /home/myfolder /myfolder

AvTiypagn Tou kataAdyou /home/myfolder (padi pe Ta
TTEPIEXOMEVA TOU) TTOU Eival oTOV TOTTIKO OiOKO, HECA OTO
HDFS, o¢ karaAoyo trou ovopaletal myfolder (o ¢pakeAog
auTOG BpiokeTal aTov PICIKO KaTtaAoyo Tou HDFS)

— hadoop fs -cat /user/csdeptucy/myfolder/test.java

TuTttwvel oTnv 0846V TO TTEPIEXOUEVO TOU apXEiou test.java To
OTT0i0 €ival ammodnkeuuevo péoa oto HDFS



ApXITEKTOVIKR Hadoop Map Reduc$

* H apxitekTovikr) Tou Hadoop akoAoubBei Tnv
10eoAoyia/povTEAo master-slave.

* O master node (KUpIOC KOUPOC) €ival UuTTEULBUVOC
VIO TO KOTAUEPIOHUO TWV EPYATIWV.

« O1slave nodes (UTTNPETEC) EKTEAOUV TIC EPYATIEC
KOl ETTIOTPEPOUV TO ATTOTEAECO OTOV master.

* O master node oto Hadoop £xe1 To pOAO TOU jOob
tracker (OnA. TNV ETTOTITEIA KAI TOV KATANEPIOPO
TWV EPYOATiWV).

* Ol slave nodes €xouv 10 poAo task tracker
(EKTEAEON TNG £pyaaiac TTOU avaTeEBNKE ATTO TOV
job tracker).



ApxiTeKTOoVIKN Hadoop

: task
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ApxiTeKTOoVIKN Hadoop

: task
G ||

MapReduce O master uTTopEi va eKTEAEI Kal TOUC
layer pOAouG Tou slave (task tracker & data
node) 101aiTEPa OTAV £XOUUE EVA HIKPO
cluster pe TEPIOPICUEVOUG TTOPOUGC
(resources).

Me auTO TOV TPOTTO Ba OXEDIACOUUE KAl
HDFS 1O OIKO pac¢ cluster.

layer

Master node Slave node



MovTéAo Map Reduce

* Eicodoc¢: ouvoAo atro (euyapla
< KAEIOI £I0000U — TIUN >
‘Ecodoc: ouvoAo atro (euyapia
< KA&I0i €000V — aTToTEAEOUA >

AUo Asitoupyiec: map & reduce

H Asitoupyia map dExXETAlI oav €i0000 PIa AioTa JE
euyn KA€IOI-TINN (Eva KABe @opA) Kal yia KAOe
euyoc €1I0000U TTapAyEl oav £€000 £va GAAO
(euyoc < KA&IOI — evOlauEDN TIMNA >.

H AeiToupyia reduce, yeiwvel (reduces) 1o cUVoOAO
EVOIANETWYV TINWYV TTOU £X0UV TO i010 KAEIDI O€ Eva
MIKPOTEPO OUVOAO ATTO TIMEC.




AgiToupyia Map

* 'EoTw OTI diveTal Eva apXEio KEIPEVOU:
—Eva apxeio utTopei va dlaxwpIoTEl o€
TTOAAQTTAQ records (eyypa@eq)
Mia eyypa@n UTTOPEI va val hia YPAuUun ToOU apxeEiou
 H pgBodog map:
— Y\oTrOoIEiTAl ATTO TO XPNOTN,

— 2.€ KABe KAnon, traipvel oav €icodo €va record
oTN MoP®N €VOG CeUyoug <KAEIDI,TINA> KAl
Tapayel eva euyocg <KAeIdi,evolauean TIuN>.



AgiToupyia Reduce

* To guvoAo Ceuywyv < KAEIOI, evOlaueon TiyN >
TTAPAXOEVTWY UTTO TWV KANCEWV TNC HEBOGDOU
map ouadOoTToIoUVTAl WG TTPOC TO KAEIDI
— OAecg o1 evdlaueoec TIPEG (Values) yia Eva OUYKEKPIMEVO

KAE1Oi (key) ouvevwvovTal o€ Jia AioTta, kai didovTal o€

oTov reducer.
< key, <list of values with the same key>>

— O reducer exkTeAei ouvaBpoion TwV TIMWV TNG AiIOTAG
TTapAyovtag otnv €000 £va TEAIKO (eUyog KAEIDI/TIUN
< key, new_value>
* O Reducer trepiAapavel 3 KUPIEC PAOEIC:
— Shuffle, Sort, Reduce

Tou B6a avaAuBouv oe GAANO epyacTiplo.




Map & Reduce Tasks padi
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Mapadeiypya — WordCount

* KAQOOIKO TTApAdEIYUA VI TO TTWC AEITOUPYEI TO
Map Reduce.

« MeTpd TTOOEC POPEC ePpavIeTal N KABE AEEN O¢€
EVa N TTEPICOOTEPA APXEIA.

* H emecepyaoia yiveral yéow Hadoop Kal apa givai
Kataveunuévn (distributed).




Mapadeiypya — WordCount

« To map Traipvel oav input {euyapia TN HopPNng
<key, value> otrou:
— 10 key ¢ival 10 offset TNG ypaupung oto apxeio (N B€on
TNG YPOAUMNG OTO ApXEio).
— TO value €ival gia oAGKANPN ypauun atmrod Eva arro T1a
apxeia
 H B<£on 1ToU PBpioKeTAl N YPAUUN OTO GPXEIO OEV
JMac eVOIQQEPEI YI' AUTO Kal ayvooUueE To key.
* To map kavel tokenize («OTTAEI» TN YPAUMI O€
AECeIC) Kal Oivel oav £¢odo Ceuyapia <key, value> :
— T0 key gival KaBe pia atro TIG AECEIG
— 10 value gival TTavTta o apIBuoc 1
* Ta mo Tavw feuyapla elcayovTal oTo reduce



Mapadeiypya — WordCount

« To reduce Ttraipvel oav input eva Ceuyapl < key,
<list of values> > otrou:
— key €ival pia atro TIG AECEIG
— T0 value gival pia AioTa TTou TTEPIEXEI TOV apIOUO 1
TOOEC POPEC OOEC euaviCeTal N AECn TTOU BPIiOCKETAI OTO
key oTa apyeia pac.
—M.x<the,<1,1,1,1>>
* To reduce 0divel oav output Eva euyapl <key,
value> oTTou:
— key gival n Aé¢n TTou TTAPAUE oav input
— value gival To dBpoioua Twv Aoowv oTN AioTa TWV
values.




Mapadeiypya — WordCount

MAP

REDUCE

the government said yesterday it was on track to cover
the financing needs for the next three months but for the
next three years there was no choice to cover

Line 1l

Input to map: key = 0, value = the government said
yesterday [...]

Output: <the,1>, <government,1>, <said,1>, <yesterday,1>,
<it,1>, <was,1>, <on,1> ... ... <choice,1> , <to,1> <cover,1>

Input to reduce:
key = the, value =<1,1,1,1>
key = government, value = <1> ... ...

Output: <the, 4>, <government, 1>, <said, 1> ... <to, 2>,
<cover, 2>



MpakTikn — WordCount

* @a xpnoiyotroinooupe cloud-based Virtual
Machines 1Tou £€xouv nNdn eyKareotTnUEvVA TO
Hadoop, Java, Eclipse kai 6,11 GAAo xpelaleTal yia
TO TTapadeiypa word count.

* XPNOIYEC TTANPOYPOPIEC:
— Hadoop API:
https://hadoop.apache.org/docs/current/api/
— HDFS NameNode web interface:
localhost:50070

— Resource Manager web interface:
localhost:8088



https://hadoop.apache.org/docs/current/api/

HDFS Namenode Sop

Namenode information - Mozilla Fire fox

Namenode information X i

E‘_»:‘(—\\,‘ - C @® ‘@ localhost:50070/dfshealth.html#tab-overview e 9 {}’ IN O =

Hadoop Overview Datanodes Datanode Volume Failures Snapshot Startup Progress Utilities

Overview ‘localhost:54310' (active)

Started: Frijan 12 16:16:41 UTC 2018 x
Version: 2.7.5,r18065c2b6806ed4aa6a3187d77cbe21bb3dba075

Compiled: 2017-12-16T01:06Z by kshvachk from branch-2.7.5

Cluster ID: CID-19a7ce88-d5af-498f-97c5-3b6db68599f8

Block Pool ID: BP-1382870180-127.0.0.1-1515684193218

Summary

Security is off.

Safe mode is ON. The reported blocks 4 has reached the threshold 0.9990 of total blocks 4. The number of live datanodes 1 has reached the minimum number
0. In safe mode extension. Safe mode will be turned off automatically in 1 seconds.

8 files and directories, 4 blocks = 12 total filesystem object(s).

Heap Memory used 64.11 MB of 139 MB Heap Memory. Max Heap Memory is 889 MB. 5




Resource Manager (YARN) “*

All'Applications - Mozilla Firefox

All Applications X |+

'(“ -» C ® ‘ @ localhost:8088/cluster e {}-‘ I @ =

All Applications

~ Cluster Cluster Metrics

About Apps Apps Apps Apps Containers Memory Memory Memory VCores VCores VCores Active Decommi
Nodes Submitted  Pending Running Completed Running Used Total Reserved Used Total Reserved Nodes Nod
Node Labels 0 0 0 0 0 0B 8 GB 0B 0 8 0 3. 0
Applications Scheduler Metrics

NEW

NEW_SAVING Scheduler Type Scheduling Resource Type Minimum Allocation

SUBMITTED | Capacity Scheduler [MEMORY] <memory:1024, vCores:1> <mem

ACCEPTED .

RUNNING 'Show 20 -|entries

FINISHED - :

%‘3 'Dv USEI; Name ¢ Application Type ¢ Queue ¢  StartTime ¢  FinishTime ¢ State ¢ FinalStatus ¢ Progress <
Sscheduler No data available in table

'ShowingOhoOofOentries.

» Tools

.. B




MpakTikn — WordCount

« zekKivrjote To Hadoop © [Admin Commands]

— T1Aonyn6eite otov katadAoyo /usr/local/hadoop/sbin kai
EKTEAEOTE TNV €VTOAN ./start-all.sh

— BePaiwbeite o011 ¢ekivnoe Pe TNV EVTOAN |pS
(NameNode, SecondaryNameNode, NodeManager, ResourceManager, DataNode)

AvoicTte 1O eclipse, kal 1o Project Hadoop 1
OUMTTANPWOTE TOV KWOIKA Tou WordCount.java

— Juser/ubuntu/input (o ¢dakeAo¢ yéoa oto HDFS o1TOU
BpiokovTal Ta apxeEia pag)

— Juser/ubuntu/output (o @akeAo¢ yéoa oto HDFS otT0U
BEAoupe va atToBnKEUTOUV TA ATTOTEAECUATA TOU
MapReduce)




NMpoBAnua evepyoTtroinong Hadoop

AV UTTAPCEI TO TTIO KATW TTPOLRANMA KaTta 1o ./start-all

Starting namenodes on [localhost]

localhost: (@@QQREEEEEQREEEQEQEQMEEEQAQRLEMEEAQRLRLEMEMEQALELRLRMEMEQALRQRMEMEMEAQALRQMEMEMAQRLRQEMEMEEQAQQQEME
localhost: @ WARNING: REMOTE HOST IDENTIFICATION HAS CHANGED! @
localhost: (@@QQREEEEEQREEEQEQEQMEEEQAQRLEMEEAQRLRLEMEMEQALELRLRMEMEQALRQRMEMEMEQALRQMEMEMAQRLRLEMEMEEQAQQQEME
localhost: IT IS POSSIBLE THAT SOMEONE IS DOING SOMETHING NASTY!

SOLUTION:

1. Remove keys using ssh-keygen

>ssh-keygen -f "/home/ubuntu/.ssh/known hosts" -R localhost

# Host localhost found: line 1

/home/ubuntu/.ssh/known hosts updated.

Original contents retained as /home/ubuntu/.ssh/known hosts.old
>ssh-keygen -f "/home/ubuntu/.ssh/known hosts" -R 0.0.0.0

# Host 0.0.0.0 found: line 2

/home/ubuntu/.ssh/known hosts updated.

Original contents retained as /home/ubuntu/.ssh/known hosts.old

2. hostname
3. sudo nano /etc/hosts

Replace lab-0 with the reply of the command "hostname" and save file

4. RESTART HADOOP and accept ECDSA key fingerprints



MpakTikn — WordCount

* TpECTE TOV KWOIKA

— Av 0 pakeAo¢ output uttapxel NON peoa oto HDES, dgv
0a TpECEl TO TTPOYPANUA. 2PAOTE TOV UE TNV EVTOAN:
hadoop fs -rm -r /Juser/ubuntu/output

* AVTIYPAWTE TO ApXEi0 €000V (OTO PAKEAO output)
atro 10 HDFS o710 local file system kai dgite 1O
TTEPIEXOUEVO TOU [EVOAAOQKTIKA UTTOPEITE VA OEITE TO
QpP¥XEi0 HEOW TOU browser]
 hadoop fs -copyToLocal /user/ubuntu/output/part-r-

00000
* The output files are by default named part-x-yyyyy where:

— X is either 'm' or 'r', depending on whether the job was a map only job, or reduce

— yyyyy is the mapper or reducer task number (starting from 0)

» S0 ajob which has 32 reducers will have files named part-r-O0000 to part-r-00031, one
for each reducer task




MpakTikn — WordCount

* MTtTopeite va O€iTE KATTOIO ATTO TA TTEPIEXOUEVA TOU
QpPXEIOU HEOW TNG EVTOANG
— hadoop fs -cat output/part-r-00000 | head

* AETTTOUEPN TTAPOUCTIACN TOU TTAPAOEIYHMATOC
UTTOPEITE VO BpeiTe EdW:
http://hadoop.apache.org/docs/current/nadoop-
mapreduce-client/hadoop-mapreduce-client-
core/MapReduceTutorial.ntml



http://hadoop.apache.org/docs/current/hadoop-mapreduce-client/hadoop-mapreduce-client-core/MapReduceTutorial.html

Hadoop Admin Commands

The /usr/local/hadoop/bin directory contains some scripts
used to launch Hadoop DFS and Hadoop Map/Reduce
daemons. These are:

start-all.sh - Starts all Hadoop daemons, the namenode,
datanodes, the jobtracker and tasktrackers.

stop-all.sh - Stops all Hadoop daemons.

start-mapred.sh - Starts the Hadoop Map/Reduce
daemons, the jobtracker and tasktrackers.

stop-mapred.sh - Stops the Hadoop Map/Reduce
daemons.

start-dfs.sh - Starts the Hadoop DFS daemons, the
namenode and datanodes.

stop-dfs.sh - Stops the Hadoop DFS daemons.




