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Classes in Hadoop: InputFormat

~undamental class in Hadoop Map-Reduce

Defines the list of tasks that make up the mapping
ohase

Responsible for:

1. Data splits:

defines the size of data to be processed from individual Map
tasks and splits data into chunks (see InputSplit class)

determines execution node

» tasks are assigned to nodes based on where the input file chunks are
physically resident

2. Record reader:
Each chunk (split) is divided into records

RecordReader is responsible for actual reading records from
the InputSplit object and submitting them (as key/value pairs)
to the mapper



Java Classes In Hadoop

* By defamFilelnputFormat and its descendants break
a file up into 128 MB chunks (the same size as blocks in
HDFS)

— control this value by setting the mapred.min.split.size parameter
In hadoop-site.xml, or by overriding the parameter in
the JobConf object used to submit a particular MapReduce job.

FileInputFormat.addInputPath (job, new Path("hdfs://localhost:54310/user/csdeptucy/input”)) ;

« Based on chunk size, one InputSplit object for each map
task is created
— FileSplit is the default InputSplit

* InputSplit describes a unit of work, that comprises a
single map task in MapReduce program.



Java Classes In Hadoop

 RecordReader reads <k,v> pairs from InputSplit
— Instance Is defined by the InputFormat

— default InputFormat, TextinputFormat, provides
a LineRecordReader, which treats each line of the input
file as a new value.

job.setInputFormatClass ( | ﬂrg&ﬁﬁmﬁwﬁfto%
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http://hadoop.apache.org/docs/current/api/org/apache/hadoop/mapreduce/lib/input/FileInputFormat.html
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Map Reduce process

 Mapping: Otav n diadikagia Tou mapping
oAOKANPwWOEI, Ta Ceuyn (KAEIDI, EvOlApEeon TIKN)
TTPETTEI VA aVTAAAaXBoUV PETACU TWV KOUPBWYV (av
UTTAPXOUV TTOAAOI) yia va OTAAOUV OAEC OI TIUEC
(values) ue 10 id10 KAEIOI o€ £va uovadiko reducer

« Partitioning: O kaB¢ partitioner kaBopilel TTOI0C
reducer Ba AaBel Ta evdiaueoa euyn key-value
TTOU TTPOKUTTTOUV OTTO KABE mapper

— (euyn e 10 id10 key kataAryouv oTtov idio reducer




Default Partitioner

« Default partitioner in Hadoop is the
HashPartitioner which has a method called

getPartition ().

* For example, if there are 10 reduce tasks,
getPartition () will return values O through 9

for all keys.

public class HashPartitioner<K, V> extends Partitioner<K, V> {
public int getPartition (K key, V value, int numReduceTasks) {
return (key.hashCode() & Integer.MAX VALUE) %
numReduceTasks;
}
}




Create custom Partitioner

* Create aclass e.g. CustomPartitioner that
extends Partitioner class

* create a method getPartition ()

 set your partitioner in the driver code (main
method)

Job.setPartitionerClass (CustomPartitioner.class);




Map Reduce process

« Shuffling: diadikagia yetapopac Twv (EUywV
<KAE£I0i, EvOIAuUEDN TIUN> ATTO KABE mapper oTov
reducer = 10 JOVAOIKO ONUEIO ETTIKOIVWVIOC JETOCU
KOMPBwV (yivetal TrTavw atmro HTTP)

e Sorting: dladIKagia ouveEVWONG Kal Tagivounong
WC TTPOC TO KAEIDI TWV EUYWV <KAEIDI, EVOIAUEDN
TIUA>. 270 TEAOC TOU sorting, £XOUUE PIa
Tacivounuevn Aiota pe <key, (collection of values)>

* Reduce €ival n ¢aon 1Tou o€ KGO record TNG TTIO

TTAVW TAgIVOUNMEVNG AioTaC YiveETAl N ouvaBpoion
TwV values yia 10 idIo KAEIOI.

« ‘Eva 1ToAU wpaio apBpo yia To Map Reduce:
https://developer.yahoo.com/hadoop/tutorial/module4.html



Map Reduce process
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Map Reduce process

« Combiner (optional): Mtropei va TpECEl HETA TOV
Mapper (yia va kavel eva mini-reduce) mavw oTd
TOTTIKGO OEdOEVA (EVOC KOUPBOU)
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YAoTtroinon Map

 MEoa otnv KAAon 1Tou Ba dnuIoupynoEl O
XPNOTNG, TTPETTEI VA OpPIOTEN pia static class tTou
Kavel extend
class Mapper <KEYIN,VALUEIN,KEYOUT,VALUEOUT>

* H 1Mo egExouoa nEBodOC TNC KAGonc Mapper civai
n HEB0DOC map TTou opileTal:
void map (KEYIN key, VALUEIN value, Context context)
« O110TT01 KEYIN, VALUEIN, KEYOUT,
VALUEOUT Trp€Trel va «utTakoUuouv» O€ JId
OuUyYKeKpIyEVN dleTTagn (interface), Tou
ovouadletal Writable

« O 1UTtTOoC Context xpNOIUEUE! yIa TV ATTOBNKEUON
TwWV OeDOUEVWY TTOU Ba eTTIOTPEWEI N HEBODOC



YAoTtroinon Reduce

« MEoa otnv KAAon 1Tou Ba dnuioupynoel o XpnoTng,
TTPETTEI VA OPIOTEN pIa static class tTou kavel extend
class Reducer <KEYIN,VALUEIN,KEYOUT,VALUEOUT>

* H 1Mo egExovoa ueBodoc TG KAGonc Reducer eival

n reduce. H ouvtagn TnG €ivai:
volid reduce(KEYIN key, Iterable<VALUEIN> value, Context
context)

— H gioodog Tn¢ pueboddou reduce gival Eva (eUyoC TNG
uoponc <key, (collection of values)>




Writable interface

« OAa ta d0edopéva oto Hadoop (atro/TTpog apxeia,
atro/Trpo¢ Mappers/Reducers) atrobnkevuovTal o€
QVTIKEIUEVO

* AVTIKEIMEVA TA OTTOIA TTEPIEXOUV TTANPOPOPIEC TTOU
dlapalovTal atro apxeia r 6a ypagouv o€ apxeEia
N 6a otaAouv TTavw atro OIKTUO (TT.X. KATA TO
shuffling) Trpétrel va utrakououv o€ pia
ouyKekpipEvn oletTtagn (interface), Trou ovouaderal
Writable, n otroia emmitpétrel oto Hadoop va
dlaaocel Kal va ypayel Ta 0edopEva O€
dlareTayuevn (serialized) yopen (pon amod bytes)
avaykaia yia gyeradoon (transmission).



Writable interface

« To Hadoop tTapExel KATTolEC KAAOEIC TTOU
utTakououv oTn dietragpr Writable:

— Text (TTOU amToOnkevel dedouEva TUTTOU String),
IntWritable (akEpalol), LongWritable,
FloatWritable, BooleanWritable, KOBWC Kal

AAAec TTou opiCovTal oTo org.apache.hadoop.io package

* To Hadoop emTPETTEI OTOV TTPOYPAUMATIOTH VA
ONUIoUPYNOEl OIKOUG TOU TUTTOUG KAEIDIWV/TIUWV.
AUTO ETTITPETTEI TN XPNON GAAWYV TUTTWV TTEPAV TWV
KAaooikwyv Text, IntWritable KTA.

* AuUTOI Ol TUTTOI TTPETTEI VA UAOTTOIOUV (Implement)
TNV oleTTagpn Writable




Writable interface: NMNapadeiypa

« Aivovrai log files (text files) atré kartrolo server
— £€0TW OTI KABE ypapMn €XEI TTOAAEC TTANPOPOPIEC OXETIKA HE Eva
YEYOVOC TTOU CUuuPaivel OTo server
* OENOUUE VO KPATAOOUUE NOVO KATTOIEG TTANPOPOPIEC OXETIKA
UE AITAOEIC (requests) TTou yivovTal OTovV server
* [a kaBe aitnon Ba puAayoupe TIC TTANPOYPOPIEC OE
OTIYMIOTUTTO (QVTIKEIMEVO) TNG KAGoNC Requestinfo
« XApOKTNPIOTIKA KAAONG:
— requestld,
— requestType,
— timestamp.
* O1 3 auUTEG TIMEC PTTOPOUV va £caxBouv (oav Eva AVTIKEIMEVO)
atmdé Mapper /Reducer oav KA&1di (key) ) cav Tiun (value).
* AtiTE apYEio OW.


http://www.cs.ucy.ac.cy/courses/EPL660/labs/LAB06/RequestInfo.java

Writable interface

* Av ol TTAnpo@opiec Ba ecaxbouv cav:
— TiyN (value) = kAaon NA uAoTroigi Tnv diettagpn Writable

public interface Writable

{
vold readFields (DatalInput 1in);
void write (DataOutput out);

}

— KA&I0i (key) = kAdon NA uAoTrolei Tnv dIeTTaPn
WritableComparable

public interface WritableComparable extends Writable,
Comparable

{
vold readFields (DatalInput 1in);
vold write (DataOutput out);
int compareTo (WritableComparable 0);



Writable interface

* H kAdaon mTou Ba uAoTrolei Tn dieTTagpn Writable 6a
TTPETTEI VA OPICEl TOUAAXIOTOV TIC 2 nEBOOOUC:

— write (DataOutput out) — XPNOIMOTTOIEITAI VIO VO
«OleuBeTnOE» o€ ocIpd (serialize) Ta redia Tou
QVTIKEINEVOU JEOa OTO ‘out’ (TTOU €ival Pia pon aTro
bytes, byte stream)

— readFields (DatalInput in) — XPNOIYOTIOIEITAI VIO
va Kavel deserialize Ta Tedia TOU AVTIKEINEVOU ATTO TO
byte stream ‘in’.

* H kAGon 1Tou Ba uAoTrolei TN dIETTAPN
WritableComparable 8a mrpéTrel va opioel
TOUAQXIOTOV TIC 2 uEBOdouUC + Tn compareTol()

— H péBodog autr emtpétrel oto Hadoop va tagivopei Ta
KAEIOIA OTN pAcN TOU Sort.



Taskl: Inverted index

« 20a¢ diveral o Kwdikag TTou KTiCel To Inverted Index
(avTIOTPOPO EUPETHPIO) VIO KATTOIO OPXEia.

* O KWOIKAC ONMUIOUPYEI EVA APXEIO TTOU TTEPIEXEI TN
KAOE AECN KAl O€ TTOIO apXEia/ypaupES BPIoKETAI:

— word filenamel@lineoffset, filenameZ2@lineoffset, ..

* MeAETNOTE TOV KWOAIKA YIA VO KATAAABETE TTWC
AEITOUPYEI KAl TPECTE TOV YIA VA OEITE ATTOTEAECUATA

* AnuIoupynaoTe Eva OIKO oA TUTTO OEOOMEVWY YIa va
ECAYETE ATTO TOV Mapper Kal va eI0AyETe OTOV
reducer ta values ato 1a euyn <key, value> oxi
oav string [filename@offset] aAAG cav objects
Tuttou IndexMapRecordWritable (cag didetal
UIOO-CUUTTANPWHEVN N KAQON)



Taskl: Inverted index

* AnUIoUpynaoTe Eva OIKO oA TUTTO OEOOMEVWY YId
Va ECAYETE ATTO TOV reducer 10 TEAIKO
arroTeEAecpa ye TN popen IndexRecordWritable
(0ag OIdETAI MICO-CUUTTANPWHEVN N KAGON)

« 2HMEIQ2H: TpeETtrel va KAveTe override TIg
akOAouBeC peBOdOUC:

/ H /x % /
* Concat all the index map * Serialize the fields * Deserialize the fields
records */ */
*/ @Override @Override
@Override public void public void
public String toString() {} write (DataOutput out) readFields (DataInput in)

throws IOException {} throws IOException {}




Submission

* OAOKANPWOTE TOV KWOIKA JECOA OTIC KAAOEIC
IndexMapRecordWritable kai
IndexRecordWritable kal TpoTroTroInoTe TOV
KWOIKA TOU mapper Kal Tou reducer yia va TIC
XPNOIUOTTOIOUV

* TpECTE TO TTPOYPAUMA KAl OEITE TO APXEIO OO0V
part-r-0O0000

e 2UMTTIEOTE OAOKANPO TO eclipse project padi ye 10
apxeio e¢odou part-r-00000 o€ Eva apxeio zip Kal

UTTORBAAETE TO 0TO Moodle peExpl Tic 12 Nogupiou
@ 15.00




